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Background

1/20th of the compute power achieved ol similar
performance

@ Model architecture
o MoE
o Multi-headed latent attention
@ Training Framework & optimizations

o Mixed precision training with FP8
e hardware optimizations for communication/computation overlap.
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Training Pipeline

DeepSeek-R1 Training Pipeline
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DeepSeek V3 workflow [6]
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Default Attention
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Multi-head Latent Attention (MLA)[2]

Multi-Head Latent Attention (MLA)
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Multi-head Latent Attention (MLA)[2]

Multi-Head Latent Attention (MLA)

.= Cached During Inference
Output Hidden u;[OOQO0O ~ ~ OO0O0)
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Query in Attention:
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DeepSeek V3

Mixture-of-Experts (MoE)|[2]
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Multi-Token Prediction(MTP)
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Figure 3 | Illustration of our Multi-Token Prediction (MTP) implementation. We keep the
complete causal chain for the prediction of each token at each depth.

o Better Performance in Long-Form Text Generation

@ Increased Efficiency & Speed
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SFT

Supervised Fine Tuning(SFT)[3]

What are the benefits of supervised fine-tuning?
@ Task-specific patterns and nuances
@ Improved performance
@ Data efficiency
@ Resource efficiency
@ Customization
What are some common supervised fine-tuning techniques?
o LoRA (Low-Rank Adaptation)
@ QLoRA (Quantized LoRA)

@ Few-shot learning
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SFT

LoRa[5]

‘Weight update in regular finetuning Weight update in LoRA
LoRA matrices A and B
approximate the weight
/+\ update matrix AW /;—\
Pretrained Pretrained
we\g_?:‘lts weights L——) — Theinner dimension r
W A is a hyperparameter
| — .
NS N~
{e—
d

Wupdate =W+ AW = Wupdate =W+ AB

(8)

We fixed W and replace AW with low rank matrix A, B, if W is 1,000,000
dimension, we can use A is a 1000x2 matrix, and B is a 2x1000 matrix.
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Group Relative Policy Optimization (GRPO)

GRPO vs Proximal Policy Optimization(PPO)[4]

Trained
Madels
Frozen

Models

Advantage of GRPO vs PPO
@ Unsupervised learning(without labeling)
@ Avoid Value model (save training cost)
PPO loss:

mp(0ilq)

old(ol|q)A] — BE, P(Q)[KL(ﬂ'g(O,'lq),ﬂ'gold(oi|q))] (9)

max E, pio)|
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GRPO loss

i . i x v o o

Jereo(6) = Elg ~ P(Q), {0:YL; ~ 7a,,(0l9)]

G
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where ¢ and B are hyper-parameters, and A; is the advantage, computed using a group of

rewards {ry,r,...,rg} corresponding to the outputs within each group:
_ri—mean({ry,r,-+,16}) )
YT std({rira,,mel)

Dy (7IBH7l'yej) =

mp: new policy and my_,: old policy, 7y, : reference policy(constant).
q is query(input of model), o; is iz, output.

ri: reward for output o;, which includes accuracy reward and format re-
ward.
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DeepSeek-R1-Zero Training Loss

DeepSeek-R1-Zero average length per response during training
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Figure 3 | The average response length of DeepSeek-R1-Zero on the training set during the RL
process. DeepSeek-R1-Zero naturally learns to solve reasoning tasks with more thinking time.
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Why a Second Round of RL Training

@ The first RL stage primarily concentrated on accuracy and logical
reasoning

@ The second round of RL training was essential for refining the
model's overall performance and ensuring alignment with human
preferences
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What Can we do with DeepSeek

Automating 510(k) Submission Preparation

@ Automated Financial Analysis

Automated Report Generation
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Why we need to do it locally

Data Security Compliance

Cost Savings in the Long Run

Faster Processing Efficiency

@ Full Control Customization
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RMS[7] VS LayerNorm

Loss
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